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Abstract: In this paper, we revisit the use of the Mahalanobis distance for disclosure risk assessment via distancebased record linkage. We first consider masking by additive noise, both using independent noise and correlated
noise. Then we consider partial data synthesis using the IPSO model, including its three variants IPSO-A, IPSO-B
and IPSO-C. In the case of additive noise, our results indicate that the Mahalanobis distance clearly outperforms the
usual Euclidean distance when the original attributes are substantially correlated and the noise is also correlated;
however, in general there is no clear winner between the Mahalanobis and the Euclidean distance. We then show
that, if the adversary knows that the data have been anonymized using IPSO, she can compute the Mahalanobis
distance in a more accurate way than in previous literature. Finally, we attack the three variants of IPSO using
linkage based on the Mahalanobis distance computed in the new way, the Mahalanobis distance as computed in
previous literature and the Euclidean distance. For the most sophisticated and utility-preserving IPSO variant (IPSOC), the Mahalanobis distance computed in the new way clearly outperforms the other two distances. The tenet is
that, when the method used to anonymize data is known, an intelligent adversary can use this information to
improve her ability to successfully link anonymized and original records; hence, data administrators ought to take
this into account when assessing the worst-case re-identification risk.

1 Introduction
When applied to statistical disclosure control, record linkage procedures allow the data
administrator to evaluate the ability of a masking mechanism to prevent re-identification of the
masked record. The record linkage evaluation assumes a scenario where an adversary has
obtained, from an auxiliary source, an identified data set that contains (some or all of) the
attributes in the released data for (some or all of) the records. An effective data masking
mechanism should prevent the adversary from correctly linking the records between the
identified data set and the masked data set (which would disclose the identities behind records in
the masked data set). The worst case in record linkage, normally yielding the highest possible
disclosure risk, is when the adversary is assumed to have access to the entire original data set
(including identifiers and original values for all attributes). Record linkage procedures are used
by data administrators to evaluate the risk of re-identification (identity disclosure) when
employing a masking mechanism and/or to compare the relative performance of masking
mechanisms regarding protection against re-identification.
Many different procedures are available for performing record linkage, including distance-based
record linkage (Pagliuca and Seri 1999), probabilistic record linkage (Jaro 1989), and rank-based
record linkage (Muralidhar and Domingo-Ferrer 2016). Among these techniques, distance-based
record linkage (DBRL) is probably the most restrictive, since it can be used only for numerical
data. At the same time, however, DBRL is also probably the simplest, requires little or no prior
knowledge of the data and/or the masking mechanism, and can be implemented with knowledge
of just a single target record (and the masked data). In addition, it has also been shown to be
effective across many studies. Hence, it is not surprising that DBRL is probably the most popular
technique to assess the re-identification risk in the case of numerical data.

As we will discuss in greater detail in the following section, the basic DBRL approach is to
compute the Euclidean distance between the target record (the identified record obtained from an
auxiliary source by the adversary) and the released masked records. The target record is “linked”
to the masked record with the smallest Euclidean distance. However, from the statistics
literature, we know that the Euclidean distance is not always the most appropriate distance
measure, especially if the attributes in the data set are correlated (Johnson and Wichern 2002).
Due to this reason, for procedures that involve distance measures, statisticians often use the
Mahalanobis distance, where the distances between the attribute values are weighted by the
inverse of the covariance matrix. Torra et al. (2006) proposed a modified DBRL approach that
uses the Mahalanobis distance instead of the Euclidean distance when performing record linkage.
Their results indicate that the performance of Mahalanobis distance-based record linkage
(DBRLM) was far superior to that of Euclidean DBRL. The objective of this study is to further
investigate the characteristics of DBRLM for assessing the risk of identity disclosure.
The remainder of this paper is organized as follows. In Section 2 we describe the basic
characteristics of DBRL and DBRLM. Section 3 reports the results of a simple experimental
evaluation of the two approaches. Section 4 gives specific recommendations on the appropriate
implementation of DBRLM based on the results of the experiment. The final section contains the
conclusions.

2 Euclidean distance-based record linkage
As mentioned earlier, DBRL is used primarily for numerical data and hence we assume that the
entire data set is numerical. We also assume that any identifying information has been removed.
We now explain the notation used in the sequel. We use 𝒀 (a matrix of dimension 𝑛×𝑚, where 𝑛
is the number of records and 𝑚 the number of attributes) to represent the original confidential
data, with 𝑦!"   (𝑖 = 1, 2, … , 𝑛; 𝑗 = 1, 2, … , 𝑚) denoting the confidential value of the 𝑗-th attribute
for the 𝑖-th person, 𝒚𝒊 (of dimension 1×𝑚) denoting a single row from 𝒀, and 𝑌! (of dimension
𝑛×1) denoting a single attribute from 𝒀. We use a similar notation 𝒀 for the perturbed data and 𝒆
for random noise. However, we use 𝑦!"   (𝑘 = 1, 2, … , 𝑛) and 𝒚𝒌 for the perturbed data to reflect
the fact that, even though there is one-to-one correspondence between 𝒀 and 𝒀, the adversary
does not know which record in 𝒀 corresponds to a given record in 𝒀. We use 𝜮𝒀𝒀 , 𝜮𝒀𝒀 , 𝜮𝒀𝒀 and
𝜮𝒆𝒆 to represent the covariance matrix of the original data, the covariance matrix of the perturbed
data, the covariance matrix between the original and the perturbed data, and the covariance
matrix of the noise, respectively.
One of the earliest approaches for masking data is simple noise addition. In this approach, the
level of noise to be added to the attribute is usually specified as a percentage of the variance of
the original attribute. Let 𝒑 = 0 < 𝑝! ≤ ∞;   𝑗 = 1, 2, … , 𝑚 represent the level of noise added;
traditionally, the value of 𝑝! is set to 0 < 𝑝! ≤ 1. Then for each attribute 𝑌! in the original
data,  𝑝! is used to compute the perturbed (masked) data as follows:
𝑦!" = 𝑦!" +    𝑒!" ;   𝑖 = 1, 2, … , 𝑛,                                (1)

where 𝑒!" ~𝑁𝑜𝑟𝑚𝑎𝑙 0, 𝑝! 𝜎!!! and 𝜎!!! represents the variance of attribute 𝑌! . The process is then
repeated for every attribute to result in the collection 𝒀. Although 𝑒!" could be generated from
any distribution, the Normal distribution is the most frequent choice. In addition, the noise terms
across attributes are uncorrelated (that is, Σee is a diagonal matrix with diagonal elements equal
to 𝑝! 𝜎!!! ). Finally, the records in 𝒀 are randomly sorted prior to release.
It is in this context that the original DBRL was developed (Pagliuca and Seri 1999). It is easy to
see that, given the values for an original record 𝒚𝒊 , an adversary attempting to link this record to
one of the released masked records in 𝒀 would do so by linking 𝒚𝒊 to the “closest” record 𝒚𝒌 .
Consistent with the choice of the normal distribution for the noise term, the natural criterion for
determining the “closest” record is the squared Euclidean distance between the records. One
potential stumbling block in this process is that the magnitude of the attributes 𝑌! could vary
widely. Hence, when computing the squared distance, the attributes are standardized to have zero
∗
mean and unit variance. We use 𝑦!"∗ and 𝑦!"
to represent the standardized attributes. We can
!
write the record linkage procedure as follows. Compute the Euclidean distance 𝑑!"
between 𝒚𝒊
and a masked record 𝒚𝒌 as:
!
!
𝑑!"

∗
𝑦!"∗ − 𝑦!"

=

!

.                                              (2)

!!!

Repeat the process for every masked record 𝑘 = 1, 2, … , 𝑛. Link 𝒚𝒊 to that record 𝒚𝒌 with
!
𝑀𝑖𝑛(𝑑!"
). The process can then be repeated for every original record 𝒚𝒊 to assess the risk of reidentification over the whole data set. This simple DBRL procedure has been used extensively
in the statistical disclosure limitation literature.
Torra et al. (2006) proposed DBRLM as an alternative to DBRL. In place of the Euclidean
distance, they employed the Mahalanobis distance. They computed the square of the
Mahalanobis distance between 𝒚𝒊 and 𝒚𝒌 as follows:
!
𝑑!"
= 𝒚𝒊 − 𝒚𝒌 𝑺!! 𝒚𝒊 − 𝒚𝒌 ! ,                            (3)

where 𝑺 is the estimate of 𝜮𝒆𝒆 computed as 𝑺 ≔    𝜮𝒀𝒀 +    𝜮𝒀𝒀 − 2𝜮𝒀𝒀 .
From a theoretical perspective, the Mahalanobis distance is ideally suited for assessing the extent
of dissimilarity between two sets of observations 𝒚𝒊 and 𝒚𝒌 . It is for this reason that this distance
measure is used many statistical procedures including identification of outliers in regression
analysis, classification techniques, clustering techniques, etc. (Hodge and Austin 2004). This
measure also offers the practical advantage of being scale-invariant. Perhaps most importantly, it
considers the underlying structure of the data by explicitly incorporating the error covariance
matrix in the process of assessing the distance between the observations. DBRL is simply a
special case of DBRLM with 𝑺 being the identity matrix and 𝑦!" , 𝑦!" being replaced by
∗
𝑦!"∗ , 𝑦!"
. It should also be noted that, for independent noise (where 𝜮𝒆𝒆 is a diagonal matrix),
the Euclidean and the Mahalanobis distances are very similar. Hence, we expect the Mahalanobis

distance to perform substantially better than the Euclidean distance only when the noise between
attributes is not independent.
Although in theory, Mahalanobis distance should always outperform the Euclidean distance, in
practice, its performance depends on the accuracy with which the adversary can estimate 𝑺 when
computing it. Hence, it is possible that the adversary would have been better off using the
Euclidean distance when an accurate estimate of 𝑺 is unavailable. In some cases, 𝑺 may not even
be estimable, as discussed by Torra et al. (2006).
As Torra et al. (2006) observe, computation of 𝑺 requires knowledge of 𝜮𝒀𝒀 , which in turn
requires the true linkage between 𝒀 and 𝒀. While it is true that the data administrator could easily
perform this computation, no adversary could possibly do so. Assuming that the adversary can
compute 𝜮𝒀𝒀 would be a yet worser-case assumption than the “worst case’’ discussed earlier (in
which the adversary is assumed to have access to the entire original data set 𝒀): in fact, if the
adversary can come up with the true linkage between 𝒀 and 𝒀, then no protection has been
achieved and hence the disclosure risk is 100%. Torra et al. (2006) offer a simple alternative,
namely, to drop the problematic 𝜮𝒀𝒀 component and estimate 𝑺 ≔    𝜮𝒀𝒀 +    𝜮𝒀𝒀 , which can be
done by anyone who has access to both 𝒀 and 𝒀 (but not the actual linkage between them).
Using this simplification, they evaluated the performance of DBRLM on two data sets (Census
and EIA data) anonymized with a masking method called Information Preserving Statistical
Obfuscation (Burridge 2003). For the EIA data set (that contains 4092 records), DBRLM
outperformed all other methods by a significant margin. In one case, DBRLM correctly reidentified 3204 records compared to only 159 by the next best method; DBRLM was an
astounding 20 times better than the next best method (see Torra et al. 2006, Table 6, page 240).
For the Census data set, the performance of DBRLM was only marginally (and perhaps
negligibly) better than the other methods.
These results seem to suggest that there are some situations where DBRLM is especially
powerful. While the earlier results are informative, these authors do not provide specific insight
into when and where DBRLM should be preferred over other methods. To evaluate this, we
conducted a simulation experiment as described in the next section.

3 Performance of the Mahalanobis distance for noise addition
In our experiment, we first considered noise addition methods as the baseline for comparison. In
practice, there are two types of additive methods that are used, namely: (a) independent noise,
where the noise term for each attribute is generated independently of the values of the attribute
and of the noise for the other attributes (Traub et al. 1984), and (b) correlated noise, where the
noise term for each attribute is generated independently of the values of the attribute, but is
correlated with the noise terms for the other attributes (Kim 1986). Both methods have the
following basic structure for generating the perturbed attributes 𝒀:
𝑦!" = 𝑦!" +    𝑒!" .                              (4)

As indicated earlier, for independent noise 𝜮𝒆𝒆 is a diagonal matrix with the diagonal values
equal to the level of perturbation (usually specified as 𝑝! 𝜎!!! ). For correlated noise, 𝜮𝒆𝒆 is
specified as 𝑝𝜮𝒀𝒀 (where 𝑝 is the common perturbation level for all attributes). The assessment
of the Mahalanobis distance using Equation (3) above relies on the following model:
𝒚𝒊   ~  𝑁𝑜𝑟𝑚𝑎𝑙 𝒚𝒊 , 𝜮𝒆𝒆                                 (5)
We assume an adversary who has access to both 𝒀 and 𝒀 and knowledge of the masking method.
In Torra et al. (2006), one of the key issues encountered by the adversary in implementing the
Mahalanobis distance record linkage was the ability to estimate the covariance between 𝒀 and 𝒀.
They assumed an adversary (DBRLM-COV) who had this knowledge. In this study, we assume
that the adversary does not have such a knowledge. However, even if the correct linkage is
unknown, we now show that the adversary can estimate 𝑺 using 𝒀 and 𝒀.
For data masking using additive noise, we can derive 𝜮𝒀𝒀 = 𝜮𝒀𝒀 (Muralidhar et al. 1999).
Hence, the adversary can estimate 𝜮𝒀𝒀 with knowledge of only 𝒀 and 𝒀 but without having
knowledge of the linkage between the actual records in 𝒀 and 𝒀. With this specification, the
covariance matrix of the noise term 𝜮𝒆𝒆 =    𝜮𝒀𝒀 + 𝜮𝒀𝒀 − 𝟐𝜮𝒀𝒀 = 𝜮𝒀𝒀 − 𝜮𝒀𝒀 . We use this
estimate when computing the Mahalanobis distance in Equation (3). Thus, our adversary
corresponds to the DBRLM-COV adversary in Torra et al. (2006) with the important difference
that 𝜮𝒀𝒀 is estimated from the specification of the masking method without knowledge of the
actual linkage between 𝒀 and 𝒀.
We assessed the performance of the record linkage procedures for the additive noise model using
simulation. We considered both independent and correlated additive noise methods. In the
simulation, the original data were generated from a multivariate normal distribution and the noise
terms were also specified as being normally distributed (univariate normal for independent noise
and multivariate normal for correlated noise). To allow for comparison, we masked the same
original data using both noise addition methods. In addition, we also used the same random
numbers to generate the noise for the two methods to further control for random variation.
We conducted several simulations for 𝑛 = 100, 1000, 5000, 𝑚 = 5, 10, 20, and for several types
of 𝒀 characterized by the correlation between the attributes (low, medium, high, and mixed,
where mixed means that the correlations between pairs of attributes varies considerably). For the
sake of brevity, we present the general conclusions from these simulations in Table 1 which
shows the preferred method (Euclidean or Mahalanobis distance) based on percentage of correct
re-identification. When the difference in the percentage of correct linkage between two
procedures is within 2%, we classify the procedures as being equally successful.
Table 1 shows that, when masking using independent noise and for all types of data, the
Euclidean distance consistently outperforms the Mahalanobis distance. This is to be expected
considering that, for independent noise, the Euclidean distance is, implicitly, the correct model.
With the Mahalanobis distance, it is necessary for the adversary to estimate 𝑺 and the resulting
estimation error leads to lower success rates. When the original attributes are highly correlated,
both methods perform well. But, given that DBRL is much easier to implement, does not require

any assumptions or estimation, and is implicitly the correct model, we must conclude that DBRL
would be the preferred record linkage method for masking using independent noise.
When masking using correlated noise, the Mahalanobis distance performs better when the
original data exhibit high (greater than 0.6) or mixed correlation among the attributes. This is
explained next. When the correlation structure of the original data is very high or mixed, the
covariance structure of the correlated noise will also be high or mixed. In these cases, the offdiagonal elements in 𝑺 would play a significant role in the computation of the distance. Since the
Euclidean distance does not consider 𝑺, it naturally has a lower success rate. However, when the
correlation among the original attributes is low (close to zero), the Euclidean distance
outperforms the Mahalanobis distance. This again is not surprising. When the correlation is low,
the correlation of the noise term will also be low. In essence, this would be the equivalent of
adding independent noise, which favors the Euclidean distance. When the correlation structure of
the original data is medium (between 0.2 and 0.5), both procedures perform equally well.
Table 1. Comparison of linkage based on the Euclidean distance and the Mahalanobis distance
for various levels of correlation and perturbation and for masking using independent and
correlated noise
Correlation
structure of the
original data  
Low  

Medium  

High  

Mixed  

Perturbation level  

Independent noise
method  

Correlated noise
method  

Low  
Medium  
High  
Low  
Medium  
High  
Low  
Medium  
High  
Low  
Medium  
High  

Euclidean  
Euclidean  
Both  
Euclidean  
Euclidean  
Euclidean  
Both  
Both  
Both  
Euclidean  
Euclidean  
Euclidean  

Both  
Euclidean  
Euclidean  
Both  
Both  
Both  
Mahalanobis  
Mahalanobis  
Mahalanobis  
Mahalanobis  
Mahalanobis  
Mahalanobis  

These results seem to suggest that the Euclidean distance may not be a bad approach after all.
Given the simplicity of record linkage based on the Euclidean distance, one might be tempted to
argue that it should be the preferred procedure. However, it is important to recognize that the
results in Table 1 are applicable only for additive noise methods. The results in Torra et al.
(2006) provide strong evidence to suggest that, for other masking methods, the Mahalanobis
distance provides much better results. It is our opinion that even the results in that paper may be
underestimating the performance of the Mahalanobis distance. In the following section, we
describe a modified procedure for computing the Mahalanobis distance that improves on the
previous procedure.

4 An improved Mahalanobis distance approach for record linkage
In implementing Mahalanobis distance for record linkage, Torra et al. (2006) compute the
distance using Equation (3) which is best suited for the additive model and not necessarily for
other models. Hence, using Equation (3) as the approach for more complex models may not be
the best procedure. In this section, we provide an improved Mahalanobis distance approach to
record linkage for masking methods other than additive noise.
As an illustration of a complex masking method, consider IPSO, originally proposed by Burridge
(2003). IPSO is a masking method for generating synthetic data where the mean vector and
covariance matrix of the masked data are identical to the ones of the original data. Torra et al.
(2006) use a modified version of IPSO where, rather than masking the entire original data set,
they divide the original data into two subsets: (a) a set of 𝑚! quasi-identifier attributes (𝒀) which
are masked into (𝒀) and then released, and (b) a set of 𝑚! confidential attributes (𝑿) which are
released unmasked. IPSO ensures that the mean vector and covariance matrix of the released
data 𝑿, 𝒀 are exactly the same as the ones of the original data 𝑿, 𝒀 (the IPSO-C model in
Torra et al. (2006)). This guarantees that, for any statistical analysis for which the mean vector
and covariance matrix are sufficient statistics, the analysis performed using 𝑿, 𝒀 provides
exactly the same results as 𝑿, 𝒀 .
IPSO is implemented as follows. Using 𝑿 and 𝒀, estimate the multivariate multiple regression
model to predict 𝒀 from 𝑿. Let 𝜷 represent the regression coefficients and let 𝜮𝒓𝒓 = 𝜮𝒀𝒀 −
𝜮𝒀𝑿 𝜮!𝟏
𝑿𝑿 𝜮𝑿𝒀 represent the covariance of the error terms. The masked values are generated as
𝒚𝒊 = 𝒙𝒊 𝜷 + 𝒆𝒊 ,                                      (6)
where 𝒆𝒊 is generated from a multivariate normal distribution in such a manner that the noise
terms have mean vector exactly 0, covariance matrix 𝜮𝒆𝒆 exactly equal to 𝜮𝒓𝒓 , and are
orthogonal to 𝒙𝒊 𝜷. This ensures that 𝝁𝒀 ≡ 𝝁𝒀 , 𝜮𝒀𝒀 ≡ 𝜮𝒀𝒀 , and 𝜮𝑿𝒀 ≡ 𝜮𝑿𝒀 . Note that the IPSO
method does not preserve distributional characteristics unless we can assume that 𝑿, 𝒀 has a
multivariate normal distribution. In IPSO-A, 𝒚𝒊 = 𝒙𝒊 𝜷; in IPSO-B, 𝒆𝒊 is generated in such a
manner that 𝜷 is preserved. It is important to note that only IPSO-C satisfies all the utility
guarantees. For complete details, refer to Burridge (2003), Domingo-Ferrer et al. (2006), and
Torra et al. (2006).
We argue that using Expression (3) to implement Mahalanobis-based record linkage for IPSO is
not the best option for the following reasons:
(1) The distance 𝒚𝒊 − 𝒚𝒌 in Equation (3) is intended specifically for the additive model
where 𝒚𝒊   ~  𝑁𝑜𝑟𝑚𝑎𝑙 𝒚𝒊 , 𝜮𝒆𝒆 . For IPSO however, the model is 𝒚𝒊 = 𝜷𝒙𝒊 + 𝒆𝒊 . Hence,
the correct distance measure should be based on 𝒚𝒊 − 𝒙𝒌 𝜷 .
(2) Using 𝒚𝒊 − 𝒙𝒌 𝜷 will also provide a more accurate measure since 𝒚𝒌 = 𝒙𝒌 𝜷 + 𝒆𝒌 .
Using 𝒙𝒌 𝜷 eliminates the noise introduced by 𝒆𝒌 .

(3) For the IPSO method, the noise covariance 𝑺 in Equation (3) should be an estimate of
𝜮𝒓𝒓 . One of the interesting aspects of IPSO is that 𝑺 = 𝜮𝒆𝒆 = 𝜮𝒓𝒓 can be computed
exactly using 𝒀, 𝒀, 𝑿 without knowledge of the actual linkage between 𝒀, 𝒀 . For
IPSO-A and IPSO-B,
𝑺 = 𝜮𝒆𝒆 ≡ 𝜮𝒀𝒀 − 𝜮𝒀𝑿 𝜮!𝟏
𝑿𝑿 𝜮𝑿𝒀 .                                            (7)
For IPSO-C,
!𝟏
𝑺 = 𝜮𝒆𝒆 ≡ 𝜮𝒀𝒀 − 𝜮𝒀𝑿 𝜮!𝟏
𝑿𝑿 𝜮𝑿𝒀 ≡ 𝜮𝒀𝒀 − 𝜮𝒀𝑿 𝜮𝑿𝑿 𝜮𝑿𝒀 .                            (8)

Hence, for IPSO, we suggest the following expression for computing the Mahalanobis distance:
!
𝑑!"
= 𝒚𝒊 − 𝒙𝒊 𝜷 𝑺!𝟏 𝒚𝒊 − 𝒙𝒊 𝜷 𝑻 .                              (9)

To test the effectiveness of the modified procedure, we conducted an experimental evaluation of
the new modified Mahalanobis based record linkage procedure using the EIA data set in Torra et
al (2006). Attributes (1, 2, 7, 8, and 9) in the data set were assumed to be the quasi-identifiers 𝒀
and attributes (3, 4, 5, 6, and 10) were assumed to be the confidential attributes 𝑿. A masked data
set was generated using the appropriate IPSO method and record linkage was performed. The
results of our experiment are provided in Table 2, which shows the number of records that were
correctly identified by the new Mahalanobis distance and the Euclidean distance. Table 2 also
shows the number of records correctly linked by the best-performing record linkage procedure
(DBRLM-COV0) from Torra et al. (2006) (taken from their Table 6).
Table 2. Number of records correctly linked between the original EIA data set (containing 4092
records) and the versions of this data set anonymized using IPSO-A, IPSO-B and IPSO-C.
Record linkage algorithms use the Mahalanobis distance computed in this study, the bestperforming Mahalanobis distance computed in Torra et al. (2006) and the Euclidean distance.
Masking
Method  

Mahalanobis
distance from
this study  

IPSO – A  
IPSO – B  
IPSO – C  

3219  
3196  
3206  

Mahalanobis
distance from
Torra et al.
study  
3206  
3194  
773  

Euclidean
distance  
66  
65  
65  

Both Mahalanobis distance-based record linkage procedures easily outperform the Euclidean
distance by a wide margin. Specifically, the Mahalanobis distance-based procedure suggested in
this study correctly links approximately 50 times more records than the procedure based on the
Euclidean distance, no matter the IPSO variant used for anonymization.
When comparing our new procedure to that of Torra et al. (2006), Table 2 shows that, for IPSOA and IPSO-B anonymizations, the results are (practically) the same. We would attribute the
small differences between the results to the choice of random numbers when generating the

masked values. These results can be easily explained. As discussed earlier, the choice of the
appropriate distance is key to successful linkage. A key point of our Mahalanobis distance
computation is that we use 𝒚𝒊 − 𝒙𝒊 𝜷 while Torra et al. (2006) use 𝒚𝒊 − 𝒚𝒊 . But for IPSO-A,
𝒚𝒊 = 𝒙𝒊 𝜷. Similarly, for IPSO-B, when implemented exactly as described in Burridge (2003,
page 322, Section 2.2), we have 𝒚𝒊 = 𝒙𝒊 𝜷 + 𝒄𝒊 , where the noise term 𝒄𝒊 is practically negligible,
which results in 𝒚𝒊 − 𝒚𝒊 ≅    𝒚𝒊 − 𝒙𝒊 𝜷 .Hence, for IPSO-A, both ways of computing the
Mahalanobis distance are identical and, for IPSO-B, they are very similar.
However, the impact of using the correct distance is clearly evident when we observe the results
for IPSO-C. In this case, 𝒚𝒊 = 𝒙𝒊 𝜷 + 𝒆𝒊 with covariance 𝜮𝒆𝒆 = 𝜮𝒀𝒀 − 𝜮𝒀𝑿 𝜮!𝟏
𝑿𝑿 𝜮𝑿𝒀 . The added
variance of 𝜮𝒆𝒆 results in masked values 𝒚𝒊 ≠ 𝒙𝒊 𝜷. Due to this, the method suggested in Torra et
al. (2006) finds the correct linkage only for 19% of the records (773 out of a total of 4092
observations) compared to 79% (3206 out of a total of 4092 observations) when using the
method proposed in this study. It is also interesting that, across the three IPSO methods, the
record linkage procedure suggested in this study consistently re-identifies not only
approximately the same percentage of records, but also the same individual records in most
cases. Finally, the difference in performance of the procedure suggested by Torra et al. (2006)
between IPSO-C and (IPSO-A, IPSO-B) is a clear confirmation of our earlier contention that in
computing Mahalanobis distance for IPSO should be based on 𝒚𝒊 − 𝒙𝒌 𝜷 rather than 𝒚𝒊 − 𝒚𝒌 .
In summary, for the EIA data set, the performance of the new Mahalanobis distance-based record
linkage procedure provides, overall, the best performance when compared to the procedure
suggested by Torra et al. (2006) and with the procedure based on the Euclidean distance.
We performed a similar evaluation using the Census data set used in Torra et al. (2006). In this
experiment, nine attributes (1, 3, 4, 6, 7, 9, 11, 12, 13) were treated as quasi-identifiers and three
attributes (2, 5, 8) were treated as confidential. Note that attribute no. 10 (which is a linear
combination of attributes 5 and 8) was eliminated from our analysis. The results of this analysis
are presented in Table 3 along with the results from Torra et al. (2006) for their procedure (taken
from their Tables 3, 4, and 5)
.Table 3. Number of records correctly linked between the original Census data set (containing
1080 records) and the versions of this data set anonymized using IPSO-A, IPSO-B and IPSO-C.
Record linkage algorithms use the Mahalanobis distance computed in this study, the bestperforming Mahalanobis distance computed in Torra et al. (2006) and the Euclidean distance.
Masking
Method  
IPSO - A  
IPSO - B  
IPSO - C  

Mahalanobis
distance
from
this study  
123  
123  
123  

Mahalanobis
distance
from
Torra et al study  
123  
123  
50  

Euclidean
distance  
145  
146  
34  

As before, we observe that the Mahalanobis distance procedure suggested in this study performs
consistently across all three IPSO variations. For IPSO-C, our procedure correctly links more
than twice the number of linkages provided by the Torra et al. (2006) procedure and about four

times the number of linkages using the Euclidean distance. As observed by Torra et al. (2006),
the percentage of records identified by all record linkage procedures is lower than in the case of
the EIA data set due to the much weaker correlation between the quasi-identifier attributes and
the confidential attributes. Finally, we should note that, although the Euclidean distance performs
slightly better than the Mahalanobis distance for IPSO-A and IPSO-B, the procedure suggested
in this study very clearly outperforms the Euclidean distance for IPSO-C. This is relevant,
because IPSO-C provides specific utility guarantees not provided by IPSO-A or IPSO-B, and
should therefore be the preferred variant of IPSO in practice.

5 Conclusions
The results of this study confirm the general observation by Torra et al (2006) that the
Mahalanobis distance measure is better than the Euclidean distance to assess disclosure risk via
distance-based record linkage. However, we provide some important additional insights.
Regarding additive noise masking, from the perspective of the data administrator who assesses
disclosure risk via record linkage, we strongly suggest using both distances to assess worst-case
record linkage. As we noted in Table 1, the performance of the record linkage procedure is a
function of the correlation structure of the data as well as the level and correlation of the noise.
Since there is no single preferred method that dominates, using both procedures in assessing the
worst-case disclosure risk is a low-cost option.
With respect to more complex masking methods such as IPSO, our results provide strong
evidence to suggest that the Mahalanobis distance is superior to the Euclidean distance. The
results for the EIA data set suggest that using the Euclidean distance may seriously
underestimate the risk of re-identification. While the risk is lower for the Census data, it would
still be considered a high disclosure risk scenario since more than 10% of the records are
correctly linked.
From a technical perspective, our study provides the important insight that the underlying model
of the data masking procedure is an important argument to use the Mahalanobis distance. The
default approach of using the difference between original and masked may not always be the best
option. As our results for both the EIA and Census data show, the distance should be computed
based on the available real record and the best predictor of the same record in the masked data.
As we highlight for IPSO, when the underlying model is known, an intelligent adversary would
use this information to improve her ability to link records. Hence, it is important that data
administrators consider this when assessing the worst-case re-identification risk. Finally,
although we used IPSO in this study, the results that we observed should be generalizable to all
partially synthetic masking methods that attempt to preserve relationships among attributes.
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