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Abstract. In this paper we investigate if generating synthetic data can be a viable strat-

egy to provide access to detailed geocoding information for external researchers without
compromising the con dentiality for the units included in the data le. Based on a very
large le of administrative data from the Institute for Employment Research containing
more than 3.3 million records, we compare di erent synthesis strategies: a Dirichlet Process mixture (DPMPM) synthesizer and several variants of a classi cation and regression
tree (CART) synthesizer. We evaluate their performances in terms of maintaining the
analytical validity of the data and minimizing the risk of re-identi cation for the units
contained in the le.
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Introduction

In recent years more and more statistical agencies started collecting detailed geocoding information for some of their surveys or administrative databases. Using this
information researchers no longer depend on pre-speci ed administrative geographical levels such as municipalities or ZIP codes when analyzing spatial e ects. Instead
they can de ne their own geographical areas of interest by aggregating the individual
geocodes. Furthermore, the detailed geocoding information can also be used to facilitate the linkage of data from di erent sources. However, these additional research
opportunities come at a price: the detailed geographical information makes it very
easy to identify individuals in the database. For this reason external researchers
usually cannot get access to the detailed geocodes.
In this paper we evaluate di erent strategies to generate synthetic geocodes that
could be disseminated to the public without violating any con dentiality guarantees.
With the synthetic data approach sensitive records or records that have a high risk
of disclosure are replaced with draws from a model tted to the original data. If
the synthesis models are carefully chosen, important features of the data are still
maintained while risks of disclosure can be substantially reduced.
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In our paper we compare three di erent strategies for generating synthetic geocodes: The rst approach uses Dirichlet process mixtures of products of multinomials
(DPMPM) for the synthesis. The usefulness of the DPMPM approach in the context
of imputation for nonresponse was illustrated in Si and Reiter (2013). They found
that the DPMPM outperforms MICE { a very popular imputation tool based on
the sequential regression approach of Raghunathan et al. (2001) { for multiple
imputation of missing categorical variables in large-scale assessment surveys. Hu
et al. (2014) rst applied the approach in the synthetic data context to generate
synthetic household data from a subset of the 2012 American Community Survey
with decent utility and risks. The second approach treats the geocoding information
as one categorical variable that contains the combined information of the latitude
and the longitude of each geocode and generates synthetic values by using CART
models (Reiter, 2005) for this categorical geocoding variable. The nal approach is
also based on CART models. It was originally suggested by Wang and Reiter (2012)
for synthesizing geocoding information and treats the information on the latitude
and longitude as two separate continuous variables. We compare the three di erent
approaches in terms of their disclosure protection as well as their ability to preserve
the analytical validity of the data. Our evaluations are based on a subset of the
Integrated Employment Biographies (IEB), a rich administrative data source at the
IAB to which detailed geographical information has been added recently.
The remainder of the paper is organized as follows: In Section 2 we introduce
the two di erent synthesizers: the DPMPM synthesizer and the CART synthesizer.
Section 3 provides some background on the IEB and discusses how the di erent
synthesizers were implemented. In Section 4 the analytical validity and the disclosure
risk of the generated synthetic datasets are evaluated. The paper concludes with
a general discussion of the three synthesis approaches and some ideas for future
research.
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Synthesizers

In this section we describe the DPMPM and the CART approaches for generating
synthetic data that we considered as potential candidates for protecting the geocoding information in our data. The DPMPM is a Bayesian nonparametric procedure.
It models the joint distribution of all the variables with a latent class approach and
uses a Dirichlet process prior. The CART approach is also nonparametric and is
based on classi cation trees from the machine learning literature. In our evaluations,
we use a continuous CART synthesizer and a categorical CART synthesizer. In this
article we assume that the aim is to generate partially synthetic data, i.e., only
some of the variables in the released data will be synthesized. We note that both
approaches can also be used to synthesize all variables, i.e., to generate fully synthetic data. See Drechsler (2011) for a detailed discussion of the di erent approaches
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to generating synthetic data.

2.1 The DPMPM Synthesizer

The DPMPM uses a Dirichlet process mixture of products of multinomial distributions, which is a Bayesian version of a latent class model. It provides full support
on the space of distributions for multiple unordered categorical variables. The description of the DPMPM synthesizer follows closely to Hu et al. (2014). Let the
con dential data D comprise n individuals measured on p categorical variables. For
i = 1; : : : ; n and k = 1; : : : ; p, let yik denote the value of variable k for individual i,
and let yi = (yi1 ; : : : ; yip ). Without loss of generality, assume that each yik takes on
values in f1; : : : ; dk g, where dk  2 is the total number of categories for variable k.
E ectively, the survey variables form a contingency table of d = d1  d2      dp
cells de ned by cross-classi cations of the p variables. Let Yik and Yi be random
variables de ned respectively on the sample spaces for yik and yi .
We generate synthetic data using a nite number of mixture components in the
DPMPM. Paraphrasing from Si and Reiter (2013), the nite DPMPM assumes that
each individual i belongs to exactly one of F < 1 latent classes; see Si and Reiter
(2013) for advice on determining F . For i = 1; : : : ; n, let i 2 f1; : : : ; F g indicate the
class of individual i, and let f = Pr(i = f ). We assume that  = (1 ; : : : ; F ) is
the same for all individuals. Within any class, each of the p variables independently
follows a class-speci c multinomial distribution, so that individuals in the same
latent class have the same cell probabilities. For any value c 2 f1; : : : ; dk g, let
(fck) = Pr(Xik = c j i = f ) be the probability of Yik = c given that individual i is in
class f . Let  = f(fck) : c = 1; : : : ; dk ; k = 1; : : : ; p; f = 1; : : : ; F g be the collection of
all (fck) . The nite mixture model can be expressed as
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where each multinomial distribution has sample size equal to one and the number
of levels is implied by the dimension of the corresponding probability vector.
For prior distributions on  and , we use the truncated stick breaking representation of Sethuraman (1994). We have
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We set ak1 =    = akd = 1 for all k to correspond to uniform distributions.
Following Dunson and Xing (2009) and Si and Reiter (2013), we set (a = :25; b =
:25), which represents a small prior sample size and hence vague speci cation for
the Gamma distribution. In practice, we nd these speci cations allow the data
to dominate the prior distribution. We estimate the posterior distribution of all
parameters using a blocked Gibbs sampler (Ishwaran and James, 2001; Si and Reiter,
2013).
We illustrate how to generate one synthetic dataset assuming that only the pth
variable Yp should be synthesized. Thus, (p) contains all multinomial probabilities
associated with Yp . To generate one partial synthetic dataset of size n, we rst sample a value of the parameters ( ; ; (p) ) from their respective posterior distributions.
Using the drawn value of  , we sample values of (1 ; : : : ; n ) independently from (2).
Using the sampled (p) , for each sampled i , where i = 1; : : : ; n, we then sample the
ith synthetic record, yi = (yi1 ; : : : ; yip 1 ; yip ), from a multinomial distribution with
probabilities (p) for Yp . The synthesis can be conveniently implemented inside the
blocked Gibbs sampler { after each Gibbs updating step, we simply sample and save
draws of yi for all n records. To create m > 1 synthetic datasets, one repeats this
process m times, using approximately independent draws of parameters. Approximately independent draws can be obtained by using iterations that are far apart in
the estimated MCMC chain.
If more than one variable should be synthesized, the DPMPM sythesizer can
be implemented by generating each synthetic variable independently at the desired
iterations. Suppose there are r (r  p) variables to be synthesized, and let Yl
(l = 1; : : : ; r) represent the lth variable to be synthesized. After sampling i , we
can sample the ith synthetic record, yi = (yi1 ; : : : ; yip r ; yip r+1 ; : : : ; yip ), from corresponding multinomial distributions with probabilities (l) for Yl . Note that the
synthesis order does not matter, because each variable independently follows a multinomial distribution given the latent class assignment.
k
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2.2 The CART Synthesizer

The following description of the CART synthesizer borrows heavily from Drechsler
and Reiter (2011) and the interested reader is referred to this paper for more details
on CART synthesizers and other machine learning approaches for data synthesis.
Classi cation and regression trees (CART) seek to approximate the conditional distribution of a univariate outcome from multiple predictors. The CART algorithm
partitions the predictor space so that subsets of units formed by the partitions have
relatively homogeneous outcomes. The partitions are found by recursive binary
splits of the predictors. The series of splits can be e ectively represented by a tree
structure, with leaves corresponding to the subsets of units. The values in each
leaf represent the conditional distribution of the outcome for units in the data with
predictors that satisfy the partitioning criteria that de ne the leaf.
4

CART has been adapted for generating partially synthetic data (Reiter, 2005).
First the agency ts the tree of Yp conditioning on all other variables in the dataset
so that each leaf contains at least d records; call this tree Y (p) . In general, we have
found that using d = 5, which is a default speci cation in many applications of
CART, provides sucient accuracy and reasonably fast running time. We cease
splitting any particular leaf when the \impurity" in that leaf is less than some
agency-speci ed threshold or when we cannot ensure at least d records in each child
leaf. See, for example, Berk (2008) for a discussion of impurity measures. For all
records i = 1; :::; n in the original data, we trace down the branches of Y (p) until
we nd that record's terminal leaf. Let Lw be the wth terminal leaf in Y (p) , and
let YL(p) be the nL values of Yp in leaf Lw . For all records whose terminal leaf is
Lw , we generate replacement values of Ypi by drawing from YL(p) using the Bayesian
bootstrap (Rubin, 1981). Repeating the Bayesian bootstrap for each leaf of Y (p)
provides one synthetic dataset. We repeat this process m times to generate m
datasets with synthetic values for Yp .
If more than one variable should be synthesized, a sequential regression multivariate imputation approach (SRMI, Raghunathan et al. 2001) can be used. In such
cases, for an arbitrary ordering of the variables the agencies can proceed as follows.
Let Yl represent the lth variable in the synthesis order and let Y0 be all variables
with no values replaced.
w

w

w

1. Run the CART algorithm to regress Y1 on Y0 only. Replace Y1 by synthetic
values using the corresponding synthesizer for Y1 . Let Y1 be the replaced
values of Y1 .
2. Run the algorithm to regress Y2 on (Y0 ; Y1 ) only. Replace Y2 with synthetic
values using the corresponding synthesizer for Y2 . Use the values of Y1 and Y0
for predicting new values for Y2 . Let Y2 be the replaced values of Y2 .
3. For each i where i = 3; : : : ; r, run the algorithm to regress Yl on (Y0 ; Y1 ; : : : ;
Yl 1 ). Replace each Yl using the appropriate synthesizer based on the values
in (Y0 ; Y1 ; Y2 ; : : : ; Yl 1 ).
The result is one synthetic dataset. These three steps are repeated for each of the
m synthetic datasets, and these datasets are released to the public.

3

Data description and synthesis

We use the synthesizers described above to generate synthetic versions of the georeferenced Integrated Employment Biographies. This section provides some background on the data and on the speci cs of the applied synthesis models.
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3.1 The data

The Integrated Employment Biographies (IEB) integrate ve di erent sources of
information collected by the Federal Employment Agency through di erent administrative procedures: the Employment History, the Bene t Recipient History, the
Participants-in-Measures History, the Unemployment Bene t II Recipient History,
and the Jobseeker History. We refer to Jacobehinghaus and Seth (2010) for a detailed description of the di erent data sources and of the IEB. Information available
in the IEB include among other things: beginning and ending date of every employment, date of birth, gender and nationality, education and health status, employment
status, monthly wages, working place and place of residence at the ZIP code level.
Recently, exact geocoding information has been added for individuals and establishments included in the IEB at the reference date June 30, 2009. The geocoding
information was obtained from a georeferenced address database for Germany provided by the Federal Agency for Cartography and Geodesy which contains approximately 22 million addresses of German buildings and their corresponding geographic
coordinates. Based on exact matches regarding the address information it was possible to obtain geocoding information for 94.6% of the 36.2 million individuals and
93.2% of the 2.5 million establishments contained in the IEB on the reference date
(see Scholz et al. (2012) for more details regarding the matching of the two data
sources).
To be able to provide access to the data for external researchers the IAB is
looking for innovative ways to generate a suciently protected version of the linked
data that still contains useful information at least on some of the variables. It
was decided to start with a limited set of variables initially and extend the set in
the future if reasonable results, both in terms of disclosure risk and data utility
could be achieved in the rst round. For simplicity, the variables to be included
in this preliminary dataset are chosen to avoid structural zeros; that is, all cells in
the implied contingency table have non-zero probability. The selected variables are
listed in Table 1.

3.2 Synthesis of the IEB

For our evaluations we selected individuals living in Bavaria and deleted all observations with missing information in any of the variables. Since most of the variables
such as wage or distance to work are only observed if the individual is employed at
the reference date, the nal dataset consisting of 3,333,998 records represents the
working population in Bavaria. We only synthesized the geocoding information for
the place of living. If the disclosure risks presented below are deemed too high it
would be straightforward to use the synthesis models described above to synthesize
additional variables in the dataset.
Running the synthesis models on the entire dataset would be prohibitive due to
the size of the data, so we clustered all the observations based on their geographic
6

variable
characteristics
exact geocoding information recorded as distance in meters from the point
52 northern latitude, 10 eastern longitude
sex
male/female
foreign
yes/no
age
6 categories
(<20, 20{30, 30{40, 40{50, 50{60, >60 years)
education
6 categories
occupation level
7 categories
occupation
12 categories
industry of the employer
15 categories
wage
10 categories de ned by quantiles
distance to work
5 categories (<=1, 1{5, 5{10, 10{20, >20 km)
ZIP code
2,063 ZIP code levels
Table 1: Variables included in the data set used for the evaluations
locations into 222 similar-sized clusters, containing 15,000 records each (except for
the last cluster which contains 18,998) and ran the synthesis models separately for
each cluster. We achieved the clustering using the MDAV (maximum distance to
average record) algorithm (Domingo- Ferrer and Mateo-Sanz, 2002).
We ran the MCMC sampler for the DPMPM synthesizer for 10,000 iterations,
treating the rst 5,000 iterations as burn-in and storing only every 10th iteration to
reduce the correlation between the successive draws. To monitor convergence and
autocorrelation, we focused on the parameter which is not subject to label switching. We used the Geweke and Heidelberger and Welch's diagnostics and inspected
the autocorrelation function to evaluate the behaviour of the MCMC sampler for
this parameter. For those clusters for which our evaluation criteria indicated problems we reran the MCMC sampler storing only every 50th iteration. We did't nd
any problematic cases based on our evaluation criteria after this extra step. We set
the maximum number of allowed latent classes to F = 100. The posterior mean of
the number of occupied classes is 57.7 with a 95% central interval of (51,64).
For the CART synthesizer we used the default values implemented in the rpart
package in R for two of the three tuning parameters that control the size of the
trees that are grown: The default for the minimum number of observations that
must exist in a node in order for a split to be attempted is 20 and the default for
the minimum number of observations in any terminal leaf is six. However, we set
the the third tuning parameter { the complexity parameter { to a very low value of
cp = 0:00001 (the default is cp = 0:01). Any split that does not decrease the overall
lack of t by a factor of cp is not attempted. Since we are interested in preserving the
relationships between the geocodes and the other variables in the dataset as closely
as possible to obtain high analytical validity of the synthetic data we choose a very
low level for this parameter. We note that this parameter is the most useful of the
three tuning parameter for balancing the analytical validity and the disclosure risk
of the generated data. If the risks are considered too high the synthesis could be
repeated using a larger cp value.
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For the continuous synthesizer we initially evaluated two synthesis sequences:
synthesizing the longitude before synthesizing the latitude conditional on the longitude and vice versa. However, we found that the analytical validity and disclosure
risks were almost identical and thus we only report the results for the longitudethen-latitude synthesis order below.
We generated m = 5 synthetic datasets for each cluster for all synthesizers.

4

Analytical validity and disclosure risk

4.1 Evaluation of the analytical validity of the generated data

Ideally, evaluations of the analytical validity should provide a single measure for the
utility of the protected data. However, global measures that have been suggested in
the literature to compare the original and the protected data such as the KullbackLeibler distance are often not very informative. On the one hand it is not clear which
value of the measure indicates an acceptable validity level. On the other hand even
if the global utility measure indicates high analytical validity this doesn't necessary
hold for a speci c model a potential analyst is interested in. Thus, outcome speci c
utility measures such as the con dence interval overlap suggested in Karr et al.
(2006) are usually employed. The downside of these measures is that a high level of
data utility for one model doesn't necessarily imply high levels of utility for other
models of interest.
In this paper we try to address the limitations of both approaches by rst providing some results for model speci c utility measures and then moving on to global
measures of the utility of the synthetic data.

4.1.1 Outcome speci c utility measures

To evaluate the validity for speci c outcomes we assume that the analyst is interested
in looking at the data at a very detailed geographical level. Figures 1 and 2 provide
results for two di erent outcomes computed at the ZIP code level. Figure 1 depicts
the share of employed foreigners in Bavaria. Figure 2 depicts the share of high skilled
females (university degree or a degree from a university of applied sciences) among
all working females. In both gures the results based on the original data and the
results based on the three di erent synthesizers are depicted.
For both gures it is evident that the DPMPM synthesizer performs worse than
the CART synthesizers. The DPMPM model seems to smooth the distributions
so that the shares are overestimated in those regions in which the shares a low in
the original data. This is especially evident in Figure 1. The two CART models
perform similarly well regarding the distribution of skilled female workers. However,
the continuous CART model fails to preserve the distribution of foreigners. As with
the DPMPM models the distribution is smoothed out compared to the distribution
in the original data although to a lesser extend than for the DPMPM model.
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Figure 1: Share of foreigners in Bavaria by ZIP code level.

4.1.2 Global utility measures

Our approach to evaluating the global utility of the protected dataset is to compare
relative frequencies for various cross tabulations of the variables contained in the
original data and the protected data. Again, we choose the ZIP code as the level
of geographical detail. Speci cally, for each ZIP code we rst compute the relative
frequencies for each cell entry for various cross classi cations of all variables, i.e., all
marginal distributions, two-way interactions, and three-way interactions. Then we
evaluate how much these relative frequencies di er between the original data and
the protected data.
For a formal de nition of the utility measure we need some additional notation.
Let s = 1; :::; p be the di erent interaction levels, i.e., s = 1 are the marginal
distributions, s = 2 are two-way interactions, etc. Let ms = ps be the number of
di erent possible cross tabulations between all variables for interaction level s. For
example, for our dataset we can specify
 up to 92,835 di erent tables if we look at
10
all two-way interactions, i.e., m2 = 2 =45 tables for each of the 2,063 ZIP codes.
Finally, let nsk be the number of cells in table ks , where ks = 1; :::; ms . Using these
de nitions our utility measure can simply be expressed as:

i;j;s;z =

org
fi;j;s;z

prot
fi;j;s;z
;

with

org=prot
fi;j;s;z

org=prot
Fi;j;s;z
= org=prot  100;
Nj;s;z

org=prot
where Fi;j;s;z
is the number of records in cell fi,j,s,zg computed from the origi-

9

Figure 2: Share of females with university degree or similar among all employed
females by ZIP code level.
nal/protected dataset, with i = 1; :::; nsk , j = 1; :::; ms , s = 1; :::; p, and z = 1; :::; nz ,
where z identi es the di erent ZIP code areas withPnz being the total number of
org=prot
org=prot
ZIP code areas in the dataset. Finally, Nj;s;z
= i Fi;j;s;z
is the total number
of records in each table.
Figure 3 contains the distribution of  across all clusters for di erent interaction
levels. Since the utility measure e ectively measures the di erence in relative frequencies between the original data and the protected data, the higher the density
of  around zero the better the analytical validity. To get a one-number measure
DU of data utility we
P also compute the sum of the absolute values of i;j;s;z across
all cells, i.e. DU = i;j;s;z ji;j;s;z j. These numbers are reported for each synthesizer
in the upper left corner of each gure. The smaller the number, the better the utility. Cell entries with less than 50 observations are excluded since small changes in
the absolute values for these cells can cause dramatic changes in relative frequency
misleadingly implying low data utility.
The results are similar to the results regarding the outcome speci c utility measures: The synthesizer based on the categorical CART model provides the best result
followed by the CART model that treats the geocodes as continuous variables. The
DPMPM model consistently performs the worst. Looking at the DU measure the
di erences are quite dramatic: The DU values of the DPMPM model are always
more than 2.5 times as large as the values for the categorical CART model.
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Figure 3: Global utility results. Distributions of di erences in relative frequencies
between the original data and the protected data. The numbers in the upper left
corner represent the DU values for the di erent synthesizers.
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Evaluation of the disclosure risk for the generated data

The results from the previous section indicate that from a utility perspective the
categorical CART model should always be preferred. However, when disseminating
con dential data to the public, there is always a trade-o between data utility and
disclosure risk. The categorical CART synthesizer will only be useful if the increase
in the risks of disclosure that result from the increase of the utility are deemed
acceptable. Thus, we will compare the disclosure risks of the various synthesizers in
this section.
To evaluate disclosure risks, we compute probabilities of identi cation using
methods developed in Reiter and Mitra (2009). The description of the methods
follows the description given in Drechsler and Reiter (2010). Suppose the intruder
has a vector of information, t, on a particular target unit in the population P. Let t0
be the unique identi er of the target, and let Pi0 be the (not released) unique identi er for record i in dsyn , where dsyn denotes the synthetic data and i = 1; : : : ; n.
Let S be any information released about the simulation models.
The intruder's goal is to match unit i in dsyn to the target when Pi0 = t0 . Let
J be a random variable that equals i when Pi0 = t0 for i 2 dsyn . The intruder thus
seeks to calculate the P r(J = ijt; dsyn ; S ) for i = 1; : : : ; n. Because the intruder
does not know the actual values in Y  , he or she should integrate over its possible
values when computing the match probabilities. Hence, for each record we compute

P r(J = ijt; dsyn ; S ) =

Z

P r(J = ijt; dsyn ; Y  ; S )P r(Y  jt; dsyn ; S )dY  :

(7)

This construction suggests a Monte Carlo approach to estimating each P r(J =
ijt; dsyn ; S ). First, sample a value of Y  from P r(Y  jt; dsyn ; S ). Let Ynew represent
one set of simulated values. Second, compute P r(J = ijt; dsyn ; Y  = Ynew ; S ) using
exact matching assuming Ynew are collected values. This two-step process is iterated
h times, where ideally h is large, and (4) is estimated as the average of the resultant h
11

Measures
DP MP M CARTcat CARTcont
Expected risk
42.70
4665.74
1.47
True rate (in %)
2.441
35.358
0
50  50
Expected risk
63.12
4530.28
66.71
True rate (in %)
2.219
34.582
4.911
500  500
Expected risk
500.12
3585.35
901.52
True rate (in %)
4.243
22.008
8.312
2; 000  2; 000 Expected risk
1065.59
2838.86
1735.87
True rate (in %)
6.260
15.199
10.617
5; 000  5; 000 Expected risk
1427.96
946.44
2053.12
True rate (in %)
7.835
100.00
11.992

Grid
Exact

Table 2: Expected match risk and true match rate for various grid sizes
values of P r(J = ijt; dsyn ; Y  = Ynew ; S ). When S has no information, the intruder
treats the simulated values as plausible draws of Y  .
Following Reiter (2005), we quantify disclosure risk with summaries of these
identi cation probabilities. It is reasonable to assume that the intruder selects as a
match for t the record i with the highest value of P r(J = ijt; dsyn ; S ), if a unique
maximum exists. We consider two risk measures: the expected match risk and the
true match rate. Let ci be the number of records with the highest match probability
for the target t ; let Ii = 1 if the true match
is among the ci units and Ii = 0
P
otherwise. The expected match risk equals Ii =ci . When Ii = 1 and ci > 1, the
contribution of unit i to the expected match risk re ects the intruder randomly
guessing at the correct match from the ci candidates. Let Ki = 1 when ci Ii = 1
and Ki = 0 otherwise
P and let s equal the number of records with ci = 1. The true
match rate equals Ki =s, which is the percentage of true matches for the targets
that have a unique match.
For our evaluations we assume that the intruder knows the exact geocode, sex,
age category, industry of the employer, occupation and the information whether
the individual is a foreigner or not and uses this information to try to identify the
individuals in the database. We sample 100 records from each cluster and assume
that these 22,200 records are the target records that the intruder tries to nd in the
data. For the geocode we assume that the intruder constructs grids of di erent size
and considers all records that fall in the same grid as matches. We evaluate the risks
for four di erent grids: 50x50, 500x500, 2,000x2,000, and 5,000x5,000 square meter
grids. We also compute the risk measures if the intruder would match on the exact
geocodes.
Table 2 presents the results for the di erent scenarios. As expected the risks increase with increasing analytical validity. The DPMPM synthesizer that showed the
lowest analytical validity is associated with lowest disclosure risks for all matching
strategies except for the matching on exact geocodes. The categorical synthesizer
with very high analytical validity also gives the highest disclosure risks except for
the 5,000x5,000 grid size. The disclosure risks associated with the continuous CART
are usually the second highest except for the exact grid size, where it is the least
risky synthesizer. Generally, the risks are relatively large. For example, the maxii
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mum expected risk for CARTcat is 4,530.28 which implies that it is expected that
4,530.28/22,200=20.41% of the target records will be matched correctly. Even for
the DPMPM synthesizer up to 6.43% of the records are correctly identi ed. Of
course, the assumptions regarding the background knowledge of the intruder are
rather strong and statistical agencies would synthesize more variables in practice if
this intruder scenario is considered realistic. Alternatively, the agency might decide
to increase the complexity parameter for the CART model to reduce the risks. We
note that the DPMPM model doesn't o er this exibility. The true rate indicates
that the rate of correct matches among unique matches is relatively low for the
DPMPM (never more than 7.84%) but up to 100% for CARTcat .

6

Discussion

The ndings clearly illustrate the common dilemma in data con dentiality: the
trade-o between disclosure risk and analytical validity. Still, we believe that the
categorical CART model is the preferable synthesizer in our application for several
reasons: First, the utility of the DPMPM is so low that it does not help much
that the risks seem more acceptable than for the other synthesizers. Furthermore,
the DPMPM synthesizer o ers no tuning parameter: there is no way to improve
the utility or decrease the risks (except for synthesizing more variables). The CART
synthesizers o er this exibility and it would be an interesting area of future research
to see if an acceptable balance between risk and utility can be obtained by increasing
the complexity parameter.
Beyond the increased utility (at the price of an increased risk) the categorical
CART synthesizer is preferable to the continuous CART synthesizer for another
reason: The continuous CART can produce implausible geocodes, such as places of
living in the middle of a lake, in a forrest, or in industrial areas. This cannot happen
with the categorical CART since the geocodes are modelled as categorical and thus
only geocodes that were observed in the original data could appear in the synthetic
data.
Generally, the risks for all three synthesizers seem unacceptably high for all
synthesizers. However, it is likely that this is attributable to a large extend to the
fact that most of the information that the intruder is assumed to have is not altered.
It would be interesting to compare the risks to the risks if the intruder would match
only on the unaltered values. Furthermore, we are planning to evaluate the riskutility-tradeo for a full synthesis in the future. If the CART synthesizers work
similar well on the other variables it likely that synthetic data with acceptable
analytical validity but substantially reduced risks can be achieved.
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