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I.  Introduction 
 
1 The 2011 UK Census item imputation for England and Wales was successfully completed between 
May 2011 and April 2012 within an automated production environment. Processing a large scale statistical 
project, such as a census, requires comprehensive planning and monitoring and a host of different technical 
skills. To successfully automate a statistical process IT specialists and Statisticians must work together to 
build a production environment that meets the technical requirements as well as business requirements such 
as security and traceability. The 2011 UK Census project was a success in statistical processing and 
production; delivering the first release of estimates three months earlier than in previous Censuses. For the 
statisticians involved, working with an automated production environment was one of the main challenges. 
For example, the imputation method was required to run within the Census Downstream Processing System 
(DSP) which was administered by a control centre in IT and not by the statisticians. This meant the 
imputation methodology had to be executable without human intervention; use the same method for all 
variables, and be standardised for all geographical regions. This was particularly challenging because the 
methodology had to be developed and delivered before any current census data was available. The 
requirement for automation lead to a modularised imputation approach where blocks of data were imputed 
and automatically fed into the next module, with the overall aim of having no human intervention in the 
imputation. In practise this was not possible and a manual process was used to complete the imputation for a 
minority of records. A small number of other issues arose during live operation which were also addressed in 
the manual process. 
 
2 This paper outlines how the edit and imputation methodology for the 2011 England and Wales 
Census was designed for and implemented in an automated production environment and aims to give an 
overview of the advantages and disadvantages of the chosen methodology. Section II describes the 
automated process and gives a brief overview of how the imputation strategy fit within it. A more detailed 
description of the methodology and implementation can be found in the sister paper, Aldrich et al (2012).  
Section III describes the automated diagnostic process, Section IV discusses the implementation of the 
strategy and issues that arose, Section V gives an overall evaluation of the automated approach, followed by 
areas of future research in Section VI and some final remarks in VII.  
 

II. Overview of the Automation for the 2011 England and Wales Census  
3 Several factors need to be weighed when designing a statistical methodology, including security, 
timeliness, transparency, accuracy and resources. It takes considerable time, financial resource and a myriad 
of skills to plan any large scale statistical project, and automating it increases these requirements. For the 
2011 Census the automated approach to processing was primarily dictated by the necessity for complete 
security and auditability. The resulting system was a bespoke product built in house to handle the processing 
of the 2011 Census data which took around four years to design and build. The infrastructure specific to edit 
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and imputation (E&I) took around 18 months within this. It is not an easy undertaking and some of the 
difficulties experienced will be outlined. There are however a number of key advantages to using an 
automated system for large scale data processing. The main reasons for choosing an automated environment 
for the 2011 Census were: 
 
a)  Creating a secure environment where unauthorised access of or changes to the data was prevented 

b) Strict version control ; complete audit trail of the process and the data 

c) Data automatically queued through the system allowing 24 hour processing 

d) Ability to clearly track progress  

e) Direct, secure and auditable interface with the core database 

f) Volumetrics, making effective use of time and space on servers 

 
4 One of the first challenges was the need for multiple disciplines to work together; the statistical 
processes were developed by statisticians, while the infrastructure holding and implementing these processes 
were designed by IT Developers. Business Analysts helped to specify the system and Project Managers 
ensured that the system was built to time and budget and coordinated the IT and Statistical development. 
Initially communication between the disciplines was inefficient because of differing cultures and language. 
This was overcome through more frequent communication and appointing a business analyst who translated 
the language of the Statisticians and the Developers into workable system requirement specifications. This 
was a long process, taking months of iterative drafts before both sides were content. The biggest hurdle was 
perhaps the differing overall aims of the two disciplines. While a statistical process is data driven and 
requires flexibility, IT projects can be more focused on pinning down requirements and implementing these 
exactly. Furthermore, it is difficult to specify statistical requirements in advance as some things are unknown 
before testing with real data. This resulted in the need for several changes to the automated system after the 
first data unit was passed through the process. The next section describes the automated census process, how 
the E&I system sat within this and how the planned system had to evolve in live production. 
 
A. The Census Downstream Processing (DSP) System 
 

Figure 1: DSP Automated data processing system  

 
 
5 Figure 1 depicts a summary of the entire process, starting with the load of the data and ending with a 
disclosure control process. The process control centre for DSP monitored the movement of each processing 
unit (PU) through the system, with validation and checks at the completion of each stage. Each process could 
handle multiple areas at a given time. For example in Item Imputation up to four PUs could be run 
simultaneously and this was later upgraded to eight for Coverage Imputation. The process started with data 
validation then false persons and multiple responses were removed, filter rules applied and derive variables 
(DVPs) created. These processes aimed to create a stable database where each person only appeared once in 
the data, was linked to their household or establishment, had only valid values in each variable and where 
possible had a value of no code required where appropriated by the questionnaire filter rules. The DVPs were 
variables specifically required for the imputation, for example, Age from date of birth, or collapsed matching 
variables. The Item Imputation process was then applied using a nearest neighbour donor-based method 
(described in Section B) to impute for the remaining missing values and inconsistencies with accordance to 
predetermined hard edit rules.  
 
6 The process of matching the Census Coverage Survey data to the Census data occurred concurrently 
with Item Imputation. Once both were successful for a PU it was passed to the Coverage Estimation and 
Adjustment process. This process identified any over count and under count in the Census data and created 
‘skeletal’ records in the database to represent the missed persons. The Post Coverage Skeletal Imputation 
process then imputed the remaining characteristics using a similar donor-based imputation method, with the 



Page | 3 
 

aim of creating a fully adjusted database. Outside of the system ONS Geography (ONSG) were working to 
match reported addresses to real postcodes, and these were updated before the Post Coverage Imputation. 
ONSG were also responsible for assigning the output geographies to be used for outputs and reporting. These 
were derived before the final process of Disclosure Control was applied. The process completed by taking a 
snapshot of the final version of the data and releasing this from the DSP system to an Outputs system. 
 
A.1 Evolution of the process for production 
 
7 The original remit was to have an entirely automated system and so the system depicted in Figure 1 
was completely secure and automated for production; each process was executed by process control and 
initially there was no interaction possible between the processes and the statisticians responsible for them. 
The only way to make a change to a process was to update the underlying code and deploy a new version of 
the system, which took several hours. There were two issues with this approach. The first was that it made 
the process of tuning each statistical process cumbersome and time consuming. The second was that there 
was no way to deal with records that did not successfully pass through the process, and a system release was 
required each time a failed PU was run again with updated parameters. This was an issue in Item Imputation 
where a small number of records in each PU failed to impute, and a small number of PUs failed in the 
production system. As there was no way to interact directly with the system to enable individual failed 
records to impute, another means of treating those records was required. Furthermore, as the database could 
only be changed within the secure system, a method for getting the manual imputation on to the database was 
also required.   
 
8 Fortunately, a separate system had been set up for the purpose of quality assurance and analysis that 
allowed read only access to the database and receipt of diagnostic files from the main system. A copy of the 
E&I process was placed in this ‘Ad Hoc’ system so that any records not imputed in the main process could 
be manually imputed. The database then had to be updated manually with the imputed values via a Data File 
Amendment (DFA) process linked in through process control. At specified points, the system could be 
stopped by process control to allow changes to be made to the core database. Figure 2 depicts how the ad hoc 
edit and imputation function interfaced with the DSP system using DFAs.  

Figure 2: Interaction between DSP system and manual processes 

 
 
9 There were four placeholders for E&I DFAs; the first was before ‘Item Imputation’ and used to 
manually amend any records which prevented the imputation for that area to complete. For example, to 
correct for an invalid non-imputable value or the manual imputation of one or more households that were 
causing the system to fail (this issue is discussed in Aldrich et al, 2011). The second followed Item 
Imputation and was used to update the small number of records manually imputed in the Ad Hoc system by 
the statisticians. The same two DFA types were used before and after Coverage Imputation. Although this Ad 
Hoc and DFA process was applied to a very small number of records, on average 157 per PU (less than1%), 
it was crucial for completing the objectives of the imputation and for ensuring that subsequent processes 
could run which relied on the data being complete. The methodology for Item Imputation is discussed in the 
following section; this paper will not cover the methodology for Post Coverage Imputation. 
 
B. The 2011 England and Wales Census Edit and Imputation Methodology 
 
10 The Edit and Imputation method was required to sit within the overarching Census processing 
system described in Section A. The initial remit was to deliver one system that would impute every record 
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within the automated environment. There are various methods available for dealing with non-response, and 
the most appropriate method depends on the type of analysis required and the overall goal, for example 
efficient estimates of means versus a complete micro-data file (Durrent, 2005).  For Censuses the primary 
goal is to produce estimates of the population totals and to deliver a fully adjusted consistent database for a 
variety of users. The data is primarily categorical, and hierarchical in as much as there are persons within 
households or establishments. In keeping with the type of data and the requirement to automate, a nearest 
neighbour donor based method was chosen using the software CANCEIS (Canadian Census Edit and 
Imputation Software). CANCEIS was designed specifically for census data, can handle continuous and 
categorical variables simultaneously, edit and impute simultaneously and is executable from a range of 
platforms. Furthermore, CANCEIS easily allows a multivariate approach which was desirable because it 
allows the implementation of complex edit constraints; and preserves the relation between target variables by 
imputing from the estimated simultaneous distribution (de Waal et al, 2011).  A full evaluation of CANCEIS 
as a tool for the UK Census was conducted by Wagstaff, H. and Rogers, S. (2006). 
 
11 The automation was achieved by calling CANCEIS directly from a JAVA platform via a series of 
batch commands. A temporary workspace was created for each PU which stored the data and outputs from 
each module so that the output data from one module, or algorithm, could be input into the next 
automatically. The workspace also enabled basic checks to be carried out, for example, checking that the 
same number of records went into and came out of each module. Once the imputation had completed, key 
outputs including the input and output data sets were zipped and made available for download through 
process control. The rest of the data and output files were deleted with the temporary workspace, saving 
considerable storage space.  
 

12 Inside the workspace both CANCEIS and SAS were used to complete the imputation. SAS was 
required for editing the relationship matrix data, which is too complex to impute solely with a joint-
household donor based method (both in terms of implementing edit rules and scarcity of donors). Similarly, 
as the UK Census contains too many variables to implement a full joint imputation the variables were 
divided into imputation groups. These were governed by the implicit and explicit questionnaire routing; 
inter-variable relatedness of the target variables and priority ordering of key variables. This modular 
approach allowed the donor pool to be maximised for a set of related variables while imputing key joint and 
marginal distributions. The research and development for the method was based on 2001 Census data 
augmented with current social survey data and resulted in 15 separate imputation modules. These are 
depicted in Figure 3 along with three SAS algorithms which were used to edit the relationships data. The 
modules are organised into rows representing instances of CANCEIS; this refers to an execution of a batch 
file, containing one or more modules.  

 

 

Figure 3: Automated Imputation Process for 2011 
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13 The process started with three modules for the household level data (HHD HHA HHB) which are run 
in two instances of CANCEIS. The next three instances of CANCEIS dealt with the person data 
(Persons1to6, 7plus, Communal) and each instance had four modules which imputed the Demographics, 
Culture, Health and Labour Market variables consecutively. The algorithms were run before the Person1to6 
instance, again after Person1to6 and then finally after the Person 7plus imputation to deterministically 
impute the higher order relationships (persons seven plus to each other). Most of the modules were 
dependent on previous modules being completed and so the data had to be passed from one module into the 
next. Once imputed, the variables became non-imputable in the next module so that they could only change 
once. The contents of the imputation modules and algorithms are explained in more detail in Aldrich et al 
( 2012). A discussion of the implications of this design is given in Section IV, after the following section 
which describes the automated diagnostics process. 
 

III. Diagnostics for automated imputation 
 
14 There were two main factors that influenced the quality assurance process for signing off the 
imputation for each processing unit. Firstly, because the imputation was processed on a secure production 
server it was not possible for the statisticians to see the entire contents of the imputation output files or 
interact with them directly. Secondly, the pace of the processing schedule for the 2011 Census meant that 
there was limited time in which to make a decision on whether the imputation had met the quality criteria 
sufficiently to be moved onto the next process. Another factor was the need to have a standard method for 
signing off that would be consistently applied by all statisticians. This necessitated a standardised and 
automated diagnostic process with a ‘dashboard’ style interface which was developed in Excel using outputs 
from SAS.  
 
15 Early in development the statisticians specified what was required from the CANCEIS output files 
and this was hard programmed and delivered in a zip csv format during live production. This included return 
codes from the imputation, overall pass/failure rates and a break-down of failures by missing and 
inconsistency.  These were delivered in several files and needed to be amalgamated into one point of 
reference. In practice, because there were late changes to the CANCEIS input files, some of the hard 
programmed diagnostics were out of date, in particular the counts for edit rule failures. These were analysed 
in SAS instead by reading in the input/output data, and then exported into Excel. The main method of 
checking the data was to difference the before and after data sets. From this a set of key diagnostics were 
extracted and exported to Excel including:  
 

a. Proportional distributions of key categorical variables (shown in Figure 5) 

b. Graph comparing single year of age (shown in Figure 4) and single year under 25 years old 

c. Summary statistics for discrete variables including mean median quartiles and standard deviation 

d. Transition matrices for key variables  (to examine changes in observed values and the allocation of 
missing values, shown in Figure 5) 

e. Frequencies and proportions of missing values  

f. Frequencies and proportions of hard/soft edit rule failures   

Figure 4: Example of age distribution graph from diagnostic dashboard 
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Figure 5: Example of observed value transitions and proportional transition tables 

Sex by sex_imputed transitions Sex Proportional Transitions

sex sex_i Total

Male Female Sex

Y 1700* 1700* 3400 N % N % N %

Male 325000* 190* 325190 Male 325190* 48.54 326860* 48.54 1700* 0.00

Female 160* 345000* 345160 Female 345160* 51.46 346890* 51.46 1700* 0.00

Total 326860 346890 673750 Total 670350 100.00 673750 100.00 3400 0.00

* Figures changed for publication * Figures changed for publication

Pre-imputed Imputed Change

 
 
16 The diagnostic process worked well and enabled issues with the imputation to be quickly identified 
early in processing. Having a standard visual tool for examining the data kept the time taken to sign off (once 
the diagnostics were computed) to around 15 minutes. However, there are trade-offs to using such a method 
because all the diagnostics needed to be decided up front, and it was therefore possible to miss things by not 
completing an in depth analysis of each PU. The diagnostics did evolve over the first few weeks in 
processing as additional checks were added. For example, adding additional variables into the transition 
matrices, and extending the relationship checks to include persons seven to 30 as well as the first six 
contained in the main household questionnaire. Another issue was that signing off individual processing units 
sometimes masked shifts that became obvious at the national or local authority level. These were picked up 
by the Census Quality Assurance team, who looked at the data at these two levels. For example, the 
frequency of divorcees under 30 years of age was almost doubled across the nation, although proportionately 
this equated to a very small change at the processing unit level. These types of changes to the data are 
discussed in more detail in section IV. 
 
 
IV. Implementation of the Edit and Imputation Methods  
 
17 This section aims to give an overview of how the chosen automated and modularised E&I 
methodology worked in practise. As CANCEIS relies on a set of parameters to control the imputation a large 
part of the implementation was tuning to live data; the challenge was to find generic settings which would 
automatically impute every geographical region (PU). The tuning process is discussed in Aldrich et. al. (2012) 
along with other changes to the methodology required during live operations. The following sections focus 
primarily on the implications of using an automated and modularised approach to the imputation. 

A.  Edit Rule Implementation 

18 Underpinning the imputation was a set of hard edit rules, both within person and between persons. 
Although the edit rules were taken into consideration when forming the modules it was sometimes 
unavoidable to have the variables for a given rule in more than one module. For example, if your workplace 
address and second address postcodes were the same, then the reason for second address must include the 
tick box for ‘address while working’  and the postcodes were in different modules. In these cases there was a 
choice whether to activate the rule in the later module only or both modules. A trade-off occurred because the 
variables were fixed once they were imputed. So, if activated in the first module the variables in that module 
would be changed to keep the record consistent. If activated in the second module then the values in the 
previous modules were already fixed and the variable(s) in the later module could only be imputed to be 
consistent with the previous module, possibly causing observed values to be changed. This meant that the 
imputation was always in the same direction. In the case of the address fields edit above, the rule was 
activated in both modules. In the first module the system could either change the reason for address indicator 
or change the post code to something else. However, in the final module it was no longer possible to impute 
a workplace address that was the same as a second address unless the reason indicator was present.  
 
19 Another possibility is to use an indicator variable to allow the rule to be implemented without 
imputing all of the variables involved in the rule. This was applied for the country of birth and marital status 
edit which forces 0 -15 year olds born within the UK to being ‘never married or registered in a Civil 
Partnership’. As Country of birth was imputed in the Culture module with related variables such as language 
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and ethnicity, an indicator was imputed in the Demographics module which stated whether or not the person 
was born in the UK. In theory, this allowed the imputation to change Age, Marital status or Country of birth 
to maintain the overall observed joint distribution of the three variables. In practise there was a tendency to 
change the indicator to born outside as Age and Marital status were given a higher weight and it resulted in 
fewer changes to the record (in keeping with the principle of minimum change implemented within 
CANCEIS). Similarly, there was an economic activity indicator in the Demographics module that aided the 
imputation around the age and economic activity edit rules. Generally the indicators worked well, however, 
if Age was incorrectly observed, for example writing 2011 instead of year of birth, the system would 
generally keep Age because it had the higher weight. This could sometimes leave the record with peculiar 
characteristics and make it difficult to find donors in later modules. This was frequently observed in the 
records that failed to impute in the production system.  Although it meant the records had to be dealt with 
manually it was actually advantageous to fail because the odd characteristics could be identified and 
corrected. 

20 There were also some undesirable interactions between edit rules. For example, the student and age 
edit rule (if age 6-15 then must be a student, unless disabled) interacted with the working age rule (if age <16 
then labour market is not required) to cause small shifts in single year of age. The problem occurred when 
the recipient had activity last week (actlw) missing and the donor with the minimum/near minimum distance 
was under 16. Actlw for the donor would be ‘no code required’ so the recipient age would also have to 
change to less than 16 in order to meet the edit rules. The age distance function penalised swapping of ages 
around the working age threshold so increasing the weight on Age helped to minimise these changes. It may 
have been possible to use an indicator to force the system to choose a donor from the same side of the 
working age filter. However, this was not attempted in live operations because of the time it would take to 
implement in the automated system. 

 
B. Soft edit rules; what happened without them? 
  
21 Soft edit rules are designed to prevent the propagation of rare or unlikely characteristics in the data 
by allowing the characteristic to occur but excluding records with the characteristic from the donor pool. 
There are arguments for and against using soft edits; one view is that rare characteristics should not be 
imputed but it could equally be said that they should be imputed in proportion to their observed distributions. 
However, rare combinations can also be replicated where a recipient receives values from a donor that 
combine with their own observed values to make the condition. During development a small study was 
undertaken to ascertain whether the system would over use donors with rare characteristics. There was little 
evidence that the system would select donors with rare characteristics disproportionately to the observed 
distributions. Considering these results and the fact that implementing soft edits would cause an unknown 
decrease in the number of donor households available a decision was taken not to include them.   

22 Early in the tuning phase of live processing two large increases in soft edit conditions were detected 
and resulted in two soft edits being implemented; a person aged less than 16 cannot be a partner and a male 
cannot be more than 65 years older than his child. There were other increases that went undetected for some 
time because they affected very small proportions in the data or were in lower priority variables. Table 1 
gives a summary of the soft edit rule changes in the data.  

Table 1: Records with at least one Soft Edit condition present 

N % N % N %

Household 456 1.87 482 1.98 26 5.78

Within Person 772 1.44 856 1.60 83 10.79

  Aged under 4 and student 513 0.96 552 1.03 39 7.60

  Aged less than 35 and retired 3 0.01 7 0.01 3 95.61

Between Person 2,404 9.88 2,161 8.88 -243 -10.11

  Mother at 50+ years 12 0.05 14 0.06 2 17.91
  Father at 66+ years 5 0.02 7 0.03 2 42.07

Source: Data derived through Census 2011 SAS/CANCEIS system Diagnostics

Rule Type

Raw Data Imputed Data Difference

Thousands, Percents
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23 At the aggregate level the proportion of soft edit conditions across the whole population remained 
small. The proportion of households containing at least one soft edit condition increased from 1.87% to 
1.98%, while the proportion of persons with at least one (within person) soft edit condition increased from 
1.44% to 1.60%. However this equated to real increases of almost 6% and 11% in the total number of cases. 
Conversely, the number of between person soft edit conditions decreased in the data by over 10%. This is 
due to there being a corresponding hard edit rule for almost all the between person soft edits which is stricter 
than the soft edit. For example the soft edit says you are unlikely to be a mother if aged under 14, and the 
hard edit says you cannot be a mother if under the age of 12. This only leaves soft edit failures possible for 
those aged 13 or 14. The exceptions to this were the soft edits around age of parent at birth of child; these 
conditions were increased by 17.91% and 42.07% for mothers and fathers respectively.  
 

24 Further investigation is required, but it appears that the mechanism for increasing the soft edits was 
primarily down to the bringing together of values, rather than the use of donors with the conditions. Table 1 
shows that the number of students aged under four increased by 39,000 (7.6%).  These were most often 
children under four who had a missing value for Student and were matched with a donor aged over four in 
full time education. As this passed the hard edit rules the match was accepted. Similarly, the number of 
persons aged under 35 and retired was almost doubled, and it appears that this was primarily caused by 
having an older retired person as the donor. It seems counterintuitive that this would happen given the high 
weight placed on Age and the penalty given for large differences in Age by the distance function. However, 
the penalty decreases with the age of the recipient; so for example, there is less penalty for matching a 30 
year old with a 50 year old, than a four year old with a 24 year old. It is also possible for the donor household 
with the closest distance and minimum change to have disparate ages for one or more persons in the 
household. This was particularly the case because in the version of CANCEIS implemented reordering of the 
records could not be used where between person edits were in place (this is possible in later versions). 
Without reordering, the donor household had to have a person with the desired characteristics (for example 
age) in the same position in the questionnaire in order to keep more consistent combinations of values. This 
indicates that the soft edits would have increased even with soft edit rules, although reordering may have 
minimised the occurrences.  

 
C. Maintaining small populations 
 
25 The interaction of the edit rules can be particularly problematic for smaller populations because there 
are even fewer donors available. Furthermore, when imputing sets of variables together which are weighted 
in importance, some variables will always tend to be changed over others. The principle of minimum change 
in donor based methods can also make it more likely for standalone variables to be changed over those which 
are linked together by implicit filters or edit rules. Placing a higher weight on the indicators for these fields 
did help to reduce the movement; however the proportional shifts were still outside acceptable thresholds. 
These required manual editing in the ad hoc process to put the observed traits back into the data. For 
example, persons with a second address, or a different address one year ago were sometimes imputed to not 
having the address and students living elsewhere during term time were sometimes imputed to be a student 
living at home. This was of particular concern because they would then be included in the population count 
for that area with all their responses imputed and would be double counted at their real usual address. In the 
future an indicator could be used to encourage the system to find a donor with the same characteristic. 
Reordering would also help to reduce these types of issues, as it is then only necessary to find a household 
with the characteristic, rather than a household with a person in the same position. 

 
V.  Evaluation of the automated and modularised approach 
 
 26 Once tuned the combined automated and ad hoc method was successful in delivering a complete and 
consistent database within a specified time frame and to a good standard. This section aims to evaluate the 
methodology in terms of the automated modular approach. An overall evaluation is given in Aldrich et al. 
(2012).  The automation actually worked better than expected: of the 18.6 million persons requiring 
imputation to at least one value 99.01% were imputed in the automated system. Of the remaining 0.09% 
persons imputed in the ad hoc method, only 0.001% (n=200) were imputed with a non-statistical method by a 
statistician (for example by taking the value from a family member). Similarly, 99.08% of the 2.8 million 
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household records requiring imputation were imputed in the automated system. The vast majority of persons 
within households were imputed jointly with their household, preserving the implicit within household 
distributions. While all persons had a joint imputation for the demographics module, 16 persons were 
imputed as individuals for the remaining modules because a donor household could not be matched. These 
were primarily households of unrelated individuals with different countries of birth.  
 
27 One of the aims in breaking the data into the chosen modules was to improve the pass rates for key 
variables. A high pass rate (proportion of donor records) is vital for achieving a high level of distributional 
accuracy in the imputed data. The average final pass rates for each module are shown in Table 2. With the 
exception of the labour market (LM) modules the pass rates were very good. The module that contains the 
most edit checks is the Person1to6 demographics module (DMH in Table 2). This module had the second 
highest inconsistency rate of 2.45%, however the inconsistencies were much reduced due to pre-editing in 
relationship algorithm 1. Further details on how the relationship edits worked are in Aldrich et al (2012).  
The pass rates achieved were deemed to be acceptable, and apart from the issues outlined in this paper, the 
diagnostics showed that the modules chosen resulted in a high level of distributional accuracy in the 
imputation. 
 

Table 2: Pass rates by imputation module 

INSTANCE & 
MODULE Passed  Invalid  Othera  

Household
HHD 89.4 10.0 0.6

Dummy
HHA 77.7 22.3 0.0

HHB 94.8 3.8 1.4

Persons 1to6
DMH 76.9 20.7 2.5
CUH 81.5 17.1 1.4
HEH 88.0 11.2 0.9
LMH 64.1 32.5 3.5

Persons 7plus
DMC 89.2 9.9 1.0
CUC 96.7 3.1 0.2
HEC 96.7 3.1 0.2
LMC 94.9 4.4 0.7

Communal 
DME 71.8 27.3 0.9
CUE 74.7 24.4 0.9
HEE 90.1 9.5 0.4
LME 64.1 34.0 1.9

a: inconsistent or inconsistent and invalid

Source:  Census 2011 SAS/CANCEIS system Diagnostics

Mean percentage per PU

 
 
 
VI. Future Research 
 
28 As part of the 2011 Census evaluation the imputation methodology will be examined in light of the 
results. This analysis will occur over the next six months and the issues discussed here will be included in 
any future research. In particular the following research questions have been identified. 
 
A. Edit Rule Implementation 
 
29 An alternative approach to imputation would be to allow the variables imputed in previous modules 
to vary in later modules when new information is available. In order to assess this strategy the following 
research questions need to be addressed: 

1. To what degree is the first variable reimputed? 

 The minimum proportion of records with no 
missing values or inconsistencies was 64.1% in 
the communal person labour market module  

 Most (9 out of 15) had a pass rate of over 80%.   

 Most of the failures were due to missing values 
rather than inconsistencies.  

 The highest inconsistency rate was 3.45% for 
the labour market module in Persons 1to6. 
These inconsistencies were mainly around the 
questionnaire filters, that is, respondents filling 
in workplace information when it was not 
required, either because they were under 16, a 
student living elsewhere during term-time or 
had never worked.  
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2. Is there an impact on the final distributions in the data? 
3. Is there any increase or decrease in the change of the proportional distributions? 
4. Is there an impact on the coherence / plausibility of the records? 
5. Is there an increase or decrease in the number/proportion of observed values changed? 
6. Is there an increase or decrease in the number of unimputable records? 
7. Is there an impact on the estimates, either value or precision? 

 
 
B.  Address Fields 
 
30 The level of missingness and inconsistency in the address fields, particularly in the less prevalent 
address one year ago and second address fields, meant that the imputation method struggled to maintain their 
distributions. In hindsight, it may have been better to put the address fields in a separate module or modules. 
An experiment is required to assess whether the distributions of these address fields could be maintained if 
they were imputed in a separate module either together or separately.  
 
C.  Age Distance Function 
 
31 Further investigation is required to understand why there was a tendency to swap between school and 
non-school ages and determine whether an indicator variable or reordering could be used to prevent it.  
 
 
VII Final Remarks 
 
32 The 2011 Census imputation was successful in delivering a complete and consistent database within 
a reasonably short timeframe. Although the evaluation is yet to take place, operational diagnostics indicated 
that the quality of the imputation was good and met the desired quality indicators for key variables. There 
were trade-offs with the method chosen and these have highlighted a number of interesting areas of future 
research. It is likely that being able to reorder donor households in the presence of between person edits 
would improve the quality of the imputation further, and resolve the few issues that occurred.  
 
33 The project has demonstrated that it is possible to conduct automated multivariate imputation with a 
fairly generic set of parameters, and meet the quality criteria for the imputation. However, several factors are 
crucial to achieve this. Time must be allocated for tuning and data analysis prior to starting the imputation. 
Although having access to real test data during development would greatly reduce the amount of tuning 
necessary, it is not possible to predict all of the different response errors that will occur. Therefore rigorous 
analysis of the data prior to imputation is also necessary to identify any systematic errors and get the best 
possible pass rates.  
 
34 Ideally there should be flexibility for adjusting the edit rules and modules in light of early analysis. 
As a statistician it is therefore important to specify the things that you might want to change during live 
operations in order to have flexibility built into the automated system. It may be beneficial to explain the 
differences between statistical processes and deterministic processes to the IT developers, that is, the 
dependency of statistical processes on the properties of the data and the difficulty in pre-specifying a system 
in advance. 
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